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Abstract

Multimodal agents can solve complex visual
problems, but individual successes do not auto-
matically become reusable procedures for later
tasks. Recurring diagrams, layouts, and visual
conventions provide an opportunity to accumu-
late such experience across episodes. We intro-
duce MUSE (MUltimodal Skill Evolution), a
framework that distills successful multimodal
trajectories into reusable, image-conditioned
perceptual-reasoning procedures. MUSE sum-
marizes successful trajectories into structured
textual profiles containing visual observation
cues, reasoning procedures, and image-based
answer verification checks. Each library is con-
structed from 20 labeled seed examples over
20 offline rounds and frozen before evalua-
tion. Across four benchmarks and five frontier
LVLMs, the complete MUSE protocol outper-
forms the evaluated baselines, increasing GPT-
5.4 average accuracy from 72.5% to 87.3% and
reaching 91.8% on Claude-Sonnet-4.6. Remov-
ing visual guidance from the profiles lowers
GPT-5.4/MathVista accuracy from 83.1% to
71.3%, despite retaining the input image. This
ablation supports image-conditioned procedu-
ral guidance as an important component of reli-
able skill reuse.

1 Introduction

While multimodal large language models
(MLLMs) are rapidly advancing, their failures
in complex visual reasoning rarely stem from
deficient symbolic logic, but rather from systematic
visual misperceptions (Lu et al., 2023; Chen et al.,
2024b; Cheng et al., 2025b). Faced with intricate
visual scenes, models repeatedly stumble over
recurring perceptual traps: missing subtle axis
truncations, misinterpreting layout conventions,
and grounding reasoning on erroneous visual
artifacts. This indicates that the true bottleneck of
multimodal reasoning lies in how to perceive and
verify, whose successful trajectories encapsulate
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(b) MUSE evolves successful trajectories into reusable multimodal skills.

Figure 1: Motivation for multimodal skill evolution.
Successful trajectories are usually discarded after solv-
ing an example; MUSE instead extracts visual evidence
and reasoning strategies into reusable skill profiles.

vital cross-task invariants of visual attention
allocation and spatial cue binding.

However, existing paradigms leave multimodal
systems unable to retain useful experience across
tasks, and worse, naively borrowing pure-text skill
reuse strategies directly precipitates catastrophic
failure in the visual domain. While pure-text skills
are symbolically self-contained, visual reasoning is
deeply embodied and structurally sensitive; devoid
of pixel-grounded visual invariants, abstract textual
procedures lead to errors in image-grounded rea-
soning. Our diagnostic experiments reveal these
limitations of text-only skill reuse: naively transfer-
ring text-abstracted skills to new images induces
aggressive visual hallucinations, collapsing accu-
racy from 83.1% to 71.3%, substantially lower than
the 79.0% zero-reuse baseline. This dramatic di-
vergence proves that multimodal agents cannot in-
herit text-only skill frameworks, establishing that
reusable visual experience strictly demands an in-
trinsically grounded multimodal formulation (Fig-
ure 1).



To resolve this, we introduce MUSE
(MUltimodal Skill Evolution), a paradigm
that transforms episodic visual successes into
reusable, image-conditioned perceptual-reasoning
procedures. An evolved MUSE skill is a structured
textual profile with visual, reasoning, and verifi-
cation guidance, plus applicability and retrieval
metadata: it guides observation of visual cues
and spatial conventions, reasoning over image
structure, and image-based answer verification.
To prevent over-generalization during skill reuse,
MUSE institutes a decoupled dual-agent archi-
tecture: the multimodal reasoning agent focuses
on frozen skill-guided perception-deduction
execution, while the multimodal skill evolution
agent orchestrates seed qualification, spatial
feature abstraction, and trust-gated reuse. This
architecture guarantees that an evolved skill is
admitted only when fully corroborated by visual
evidence and ratified by image-based answer
verification.

We evaluate MUSE on four multimodal reason-
ing benchmarks (MATHVISTA, M3COT, MATH-
VERSE, and MMMU-PRO) using five advanced
LVLMs. MUSE improves accuracy over the evalu-
ated baselines across all five models. For GPT-5.4,
average accuracy increases from 72.5% to 87.3%,
including a 31.3-percentage-point improvement on
MATHVERSE. Claude-Sonnet-4.6 achieves an av-
erage accuracy of 91.8% with MUSE. We further
evaluate two open-source 8B models (InternVL3.5
and Qwen3-VL) and observe improvements of up
to 10.8 percentage points without parameter up-
dates. These results suggest that structured skill
reuse can improve visual reasoning across different
model backbones.

Our principal contributions are threefold:

* We study the limitations of text-only skill reuse
in multimodal reasoning and introduce MUSE,

a framework for extracting reusable, image-

conditioned reasoning procedures from success-

ful multimodal trajectories.

* We design a structured skill profile with visual,
reasoning, and verification guidance, plus ap-
plicability and retrieval metadata, paired with
a trust-dependent reuse gate that insulates the
agent from destructive over-generalization.

e Across 7 LVLMs, MUSE achieves massive im-
provements, while providing causal empirical
proof that explicit visual grounding is the non-
negotiable determinant for lifelong multimodal

agent evolution.

2 Related Work

Recent advances enhance multimodal reasoning
through test-time computation, self-reflection, and
vision-grounded verification (Chen et al., 2024a;
Madaan et al., 2023; Cheng et al., 2025a; Wang
et al., 2025a; Sun et al., 2025). These approaches
motivate improvements within a reasoning rollout.
Our focus is complementary: how to represent suc-
cessful observation and verification strategies for
reuse across independent tasks. We distinguish
improving a current solution from constructing an
explicit library of reusable procedures.

A natural remedy is equipping agents with per-
sistent memory, ranging from retrieval-augmented
generation (Lewis et al., 2020) and generative inter-
action logs (Park et al., 2023) to structured trajec-
tory archives (Xu et al., 2025; Xiong et al., 2025).
Memory mechanisms provide a substrate for re-
taining experience. We study a particular represen-
tation within that design space: a textual profile
that separately describes applicability, visual ob-
servation, reasoning, and verification. The AMem
comparison evaluates our combined admission-and-
abstraction protocol against raw-trajectory retrieval.
This comparison is limited to the raw-trajectory
retrieval implementation used in our experiments.
Our ablations show that removing visual guidance
from evolved skills can reduce accuracy below
Direct, motivating image-conditioned procedural
guidance.

MUSE abstracts successful multimodal trajecto-
ries into image-conditioned perceptual-reasoning
procedures, unifying visual observation directives,
reasoning procedures, and image-conditioned ver-
ification. Its skills guide a backbone through lan-
guage; their multimodal character comes from the
source experience and their dependence on obser-
vations from the current image.

3 Multimodal Skill Evolution (MUSE)

MUSE explores how multimodal agents can
transform episodic visual successes into reusable,
image-conditioned perceptual-reasoning proce-
dures. Distilled from multimodal trajectories, these
image-conditioned skills integrate visual guidance,
structured reasoning, and verification into a coher-
ent loop: where to look, what evidence to extract
and how to reason from it, and how to verify con-
clusions against the current image.
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Figure 2: Overview of MUSE as multimodal skill evolution.

3.1 Problem Formulation

We consider multimodal reasoning instances x; =
(I;, qi, ci, m;), where I; is visual content, g; is a
question, ¢; contains optional choices, and m; con-
tains metadata such as source, scene, question type,
answer type, and skill tags when available. A sys-
tem returns a prediction ¢j;. The seed set Dgeeq
and evaluation set Dy, are disjoint. A separate
M3CoT validation subset supports threshold selec-
tion. The library and reuse-support state are frozen
before evaluation.

3.2 MUSE Evolution Process

As shown in Figure 2, MUSE evolves skills in
three stages. First, a multimodal reasoning agent
solves seed instances and records structured trajec-
tories of visual observations, reasoning steps, and
verification outcomes. Second, selective admission
retains only error-free, independently solved (not
skill-guided), answer-correct trajectories. Third, a
skill evolution agent distills each admitted trajec-
tory into reusable skills specifying what to look at,
how to reason, and how to verify, without copying
the seed answer. Our main setting initializes 20
skills in the first round, refines them offline, and
freezes the resulting set S before evaluation.

Prompt-level iteration. Each evolution round ap-
plies the observation, reasoning, verifier, bounded-
retry, and extraction templates in Appendix C to
seed experience. The first round creates skill pro-
files; later rounds refine them through the same
extraction interface, conditioned on the current pro-
file and preserving its schema. Refinement updates
applicability, visual, reasoning, verification, and
retrieval fields without adding another solver. Only

independent trajectories satisfying Equation 1 pro-
vide new evidence for profile updates; skill-guided
solves are assessed for reuse support through a sep-
arate gate. Appendix A.4 details the round-level
data flow and both gates.

3.21

MUSE uses the same solver for evolution and in-
ference. Offline, the verifier and skill-evolution
modules validate and summarize seed experience.
At inference, the multimodal skill retrieval agent
retrieves candidate profiles from the frozen library,
and the multimodal skill solver agent performs
skill-guided solving and reuse gating, as shown
in Figure 2.

Multimodal Reasoning Agent

Multimodal Reasoning Solver receives the im-
age I; and question ¢;, then performs structured vi-
sual observation: it selects an observation strategy
(e.g., OCR extraction, object detection, diagram
parsing, chart-axis reading, or spatial-relation anal-
ysis) based on the visual content type, and produces
a set of evidence statements grounded in specific
image regions. The solver then reasons over the

collected evidence to derive a candidate answer!.

Multimodal Reasoning Verifier. During of-
fline evolution, the verifier re-examines the im-
age against the solver’s prediction. Its image-
conditioned interface produces both a decision
and a confidence score for online reuse gating by
checking visual consistency, answer format (e.g.,
numeric, multiple-choice, or free-form text), and
other potential inconsistencies. When the predic-
tion is rejected, the solver performs a second rea-
soning pass to revise its answer.

'Tf using a skill, see the inference process for details.



The resulting trajectory is 7; = (x;, 05, 74, Vi, Ui )»
where o0;, 1;, v;, and g; denote the observations, rea-
soning summary, verifier feedback, and final pre-
diction, respectively. This trajectory provides the
basis for skill evolution: o; captures the visual evi-
dence examined, r; records the reasoning operation
applied to it, and v; preserves image-grounded con-
straints that help prevent a skill from being reused
for an incompatible visual pattern.

3.2.2 Multimodal Skill Evolution Agent

Skills in MUSE are structured textual profiles de-
rived from multimodal experience, with image-
conditioned applicability. Their visual fields guide
the backbone or available perception tools to in-
spect and extract evidence from the current image,
while their reasoning and verifier fields guide anal-
ysis and image-based checking. The profile spec-
ifies these operations without itself implementing
a separate detector or perception module. They
are designed to capture transferable observation
and reasoning procedures while omitting instance-
specific answers.

Selective Evolution Agent Not every correct tra-
jectory should become a skill. Admission excludes
execution failures and skill-guided traces, and re-
quires seed-answer matching. These checks reduce
unsuitable experience but do not prove that every
admitted reasoning trace is correct. A trajectory 7;
is evolved only if:

admit(r;) =Ijsave=1Ae; =0Au; =0

A match(g;, a})l, M

where e;=0 indicates error-free execution, u;=0
indicates an answer produced without an existing
skill, and match(y;, a}) denotes agreement with
the gold answer under task-normalized compari-
son. Seed gold answers are used only in the offline
Boolean gate I, never as gold-label inputs to the
skill evolver or as skill-field content. This super-
vision is confined to seed construction; evaluation
answers remain inaccessible at test time. For re-
jected seeds with error-free execution, MUSE per-
mits up to two reflection retries, each guided by the
verifier’s rejection reason. The retried trajectory is
retained only if its final attempt passes the gate.

Multimodal Skill Extraction Agent For each
selected trajectory 7;, the skill evolver performs a
structured extraction that preserves the multimodal
grounding of the original solving process. It re-
ceives the task description (without the gold an-
swer), the solver’s visual observation experience

0, reasoning summary 7;, verifier feedback v;, and
the final prediction g;. From these, it summarizes a
reusable skill profile by answering five questions:
(1) When should this skill apply? The evolver
identifies the visual and task conditions (e.g., “bar
chart with categorical x-axis and a comparison
question”) and writes them as applicability condi-
tions ¢;. (2) What should the solver look at? It ex-
tracts the multimodal observation strategy from o;,
which image regions to attend to, what information
to extract, and generalizes it into visual hints A}’
(3) How should the solver reason? It distills the
reasoning pattern from r; into a transferable reason-
ing procedure h}, stripping away instance-specific
details. (4) How should the verifier check? It
converts the verification logic from v; into reusable
verifier constraints i} (e.g., “answer must be one
of the axis labels”). (5) How should this skill
be found later? It generates retrieval descriptors
k; (task type, visual scene, key concepts) for the
retrieval router.
The resulting skill profile is:

si = Evolve(r;) = (¢, by, hi, hi, ki).  (2)

Each profile describes a reusable procedure and
excludes the seed answer. Its fields describe how
to look at, analyze, and verify a new image; they
are not themselves executable visual programs or
stored crops, masks, or fixed pixel correspondences.
At reuse time, ¢; describes relevant visual config-
urations, h; directs the solver toward evidence to
inspect and extract, h; guides analysis of those
observations, and h? supplies checks against the
current image. The backbone or tools carry out the
visual operations, while the profile organizes when
and how they should be used.

Skill Reuse Qualification is the label-free Reuse
Gating step in Figure 2, based on image-grounded
checking outputs. An accepted reuse is a skill-use
decision that passes the following gate: the check-
ing decision is accept, the answer can be canoni-
calized, and the reported confidence meets a trust-
dependent threshold. Gate acceptance does not
establish gold-label correctness:

Accept(s;, xj) = [[v;; = accept
ABER = 3)
A it > 0(trust;)],

where v;; denotes the reuse-check decision, b;?fn
indicates successful answer canonicalization, and



c;;" denotes verification confidence. Trust aggre-
gates accepted reuse decisions from offline evo-
lution and is frozen before evaluation, enabling
inference-time reuse gating without access to eval-

uation labels.

3.3 MUSE Inference Process

At inference time, MUSE follows the inference
process in Figure 2: skill retrieval, skill-guided
solving, reuse gating, and answer extraction and
normalization. The skill library and trust state re-
main frozen throughout evaluation; evaluation in-
stances do not create or update skills.

Multimodal Skill Retrieval Agent. Given the
current image, question, optional choices, and task
metadata, the retrieval agent scores stored skills
using metadata, lexical, scene, shared-skill, his-
tory, and generalization-risk matches. It retrieves
candidate profiles for the skill solver agent:

C(z;) = Top-K{s; | Reand(si,zj) > 7}. (4)

The threshold 7 = 4.5 is selected on the M3COT
validation set and fixed before evaluation. Retrieval
uses the frozen skill library and does not require
evaluation labels.

Multimodal Skill Solver Agent. The skill solver
agent receives the task and retrieved profiles and
checks their applicability conditions ¢; against the
current image and question. For an applicable pro-
file, its visual hints h; guide evidence inspection,
reasoning hints /] guide deduction, and verifier
hints h? guide image-grounded checking. Reuse
Gating applies Eq. 3 to qualify the skill-guided re-
sult. Retrieval alone does not establish successful
reuse or answer correctness. If no candidate is ap-
plicable or no skill-guided result passes the gate,
the solver proceeds without accepted skill guidance.
The resulting prediction is passed to answer extrac-
tion and normalization. Appendix A.4 describes
the boundary between offline construction and this
inference process.

4 Experiments

4.1 Experimental Setup

We evaluate MUSE with a 20-skill library built
over 20 offline evolution rounds from 20 labeled
randomly sampled seed examples and frozen be-
fore inference. Each of the three runs indepen-
dently rebuilds the skill library. Seed and evalua-
tion examples are completely disjoint, and eval-
uation instances cannot create or update skills.

We use four benchmarks: MATHVISTA, M3COT,
MATHVERSE, and MMMU-PRoO. Full details are
in Appendix A.

4.2 Baselines

Direct supplies only the task input to the tool-
enabled backbone, which manages reasoning and
tool use. Self-Consistency (Wang et al., 2023)
uses k£ = 5 independent direct rollouts and se-
lects the final answer by majority voting. Reflex-
ion (Shinn et al., 2023; Madaan et al., 2023) adds
one image-grounded critique-and-revise step with-
out skill guidance. AMem (Xu et al., 2025) re-
trieves evolution-stage memory snippets. Details
are in Appendix C. The main table reports 5 ad-
vanced LVLMs: GPT-5.4 (Team, 2026¢c), GPT-
5.4-mini (Team, 2026¢), Gemini-3-Flash (Team,
2026b), Claude-Sonnet-4.6 (Team, 2026a), and
GLM-4.6-V (Team, 2026d). We additionally run
a transfer check on two 8B open-source LVLMs,
InternVL3.5-8B (Wang et al., 2025b) and Qwen3-
VL-8B-Thinking (Bai et al., 2025).

4.3 Main Results

Multimodal skill evolution improves accuracy
across the evaluated backbones. We evaluate
MUSE across 5 frontier LVLMs and 4 challenging
benchmarks. As demonstrated in Table 1, MUSE
achieves the highest average accuracy among Di-
rect solving, self-consistency, reflection, and text-
memory baselines on every evaluated backbone.
Notably, MUSE improves GPT-5.4’s average ac-
curacy from 72.52% to 87.26%, with a 31.30-
point improvement on MATHVERSE, and achieves
91.84% average accuracy with Claude-Sonnet-4.6.
These results support the complete skill-evolution
protocol under the evaluated settings; Appendix B
provides the split robustness and retrieval controls
supporting transfer of the learned procedures.

MUSE transfers to open-source LVLMs. To
confirm that skill evolution is not limited to closed-
source models, we additionally evaluate MUSE
on M3CoT with two open-source LVLMs. As
shown in Figure 3, MUSE improves InternVL3.5-
8B and Qwen3-VL-8B-Thinking over Direct by
10.75% and 8.00%, respectively, and gives the best
M3CoT accuracy among the compared methods.
Appendix D gives the corresponding table. This
result suggests that the skill-evolution mechanism
can transfer beyond closed-source models when
LVLMs can follow the structured skill profile.



Backbone Method MathVista M3CoT MathVerse MMMU-Pro Avg.
Direct 78.98 85.08 62.10 63.90 72.52
Self-Consistency (Wang et al., 2023) 79.18 86.00 64.10 63.31 73.15
GPT-5.4 Reflexion (Shinn et al., 2023) 75.20 82.75 76.80 59.92 73.67
AMem (Xu et al., 2025) 79.29 84.42 58.30 63.81 71.46
MUSE 83.11 91.42 93.40 81.10 87.26
Direct 71.94 77.83 58.20 52.29 65.07
Self-Consistency (Wang et al., 2023) 73.27 78.42 62.30 53.98 66.99
GPT-5.4-mini Reflexion (Shinn et al., 2023) 65.92 74.58 73.40 49.66 65.89
AMem (Xu et al., 2025) 71.71 78.08 65.97 52.54 67.08
MUSE 73.98 86.83 86.50 72.20 79.88
Direct 77.86 80.25 78.00 52.30 72.10
Self-Consistency (Wang et al., 2023) 80.41 84.75 79.80 57.54 75.63
Gemini-3-Flash Reflexion (Shinn et al., 2023) 54.69 66.83 79.00 32.12 58.16
AMem (Xu et al., 2025) 78.67 81.25 78.30 52.20 72.61
MUSE 84.39 86.75 82.50 67.23 80.22
Direct 81.49 86.67 81.90 67.65 79.43
Self-Consistency (Wang et al., 2023) 81.33 87.83 82.90 68.81 80.22
Claude-Sonnet-4.6  Reflexion (Shinn et al., 2023) 80.46 87.67 88.50 64.61 80.31
AMem (Xu et al., 2025) 82.52 87.33 82.88 68.69 80.36
MUSE 93.49 89.83 91.50 92.54 91.84
Direct 79.67 70.33 74.60 49.83 68.61
Self-Consistency (Wang et al., 2023) 81.02 72.25 77.50 54.66 71.36
GLM-4.6-V Reflexion (Shinn et al., 2023) 78.96 72.75 77.80 47.79 69.33
AMem (Xu et al., 2025) 78.65 71.67 74.40 50.09 68.70
MUSE 85.29 84.67 79.40 60.54 77.48

Table 1: Main results on advanced LVLMs. Values are mean accuracies over three runs after answer normalization.
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Figure 3: Results of M3CoT on open-source LVLMs, in-
cluding InternVL3.5-8B and Qwen3-VL-8B-Thinking.

4.4 Diagnostic Analysis

Visual guidance improves reliability in the
grounding ablations. Ablations show that visual
grounding is critical during both skill evolution
and inference (Figure 4(a)). Removing images dur-
ing evolution reduces the reuse frequency to 6.1%.
During inference, w/o multimodal skill retrieves
text-only skills without multimodal descriptions,
although the solver still receives the image. The
corresponding offline reuse frequency remains sim-
ilar (28.0% vs. 31.3% for MUSE), but sharply re-
duces reuse accuracy from 93.8% to 57.0% and
overall accuracy from 83.1% to 71.3%, falling be-
low Direct (78.98%). Offline reuse frequency and
evaluation accuracy describe different stages; fre-
quent offline reuse alone is insufficient: without
visual guidance, skill reuse can remain frequent

while becoming substantially less reliable. Manual
inspection of 100 randomly sampled instances fur-
ther confirms that removing visual guidance often
induces visual hallucinations during reuse.

Reuse accuracy causally drives overall perfor-
mance. Randomly hiding 20% or 30% of evolved
skills creates a direct causal test: as reuse accu-
racy drops, the system’s ability to correctly apply
the remaining skills declines. Overall accuracy
falls proportionally along a tight linear relation-
ship (Figure 4(b)). This controlled degradation
reveals that performance gains stem not from skill
quantity alone, but from the system’s learned ca-
pacity to identify and execute the right skill in each
context. Evolution optimizes for usability: a skill
contributes to overall performance only when the
system knows when and how to invoke it.

4.5 Ablation Studies

Both multimodal skill content and evolution
matter. We ablate two ingredients of MUSE:
multimodal skill content and the evolution pro-
cess. As shown in Figure 5(a), w/o MM retains
text skills but removes multimodal skill informa-
tion, whereas w/o Evol. uses the multimodal skills
summarized in the first round and disables sub-
sequent skill evolution. On MathVerse, w/o MM
achieves 78.3%, w/o Evol. achieves 79.0%, and full
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Figure 5: Ablation studies on MATHVERSE.

MUSE achieves 93.4%, compared with 62.1% for
Direct. First-round multimodal skills improve over
Direct, while subsequent evolution provides a fur-
ther 14.4% gain. These results support the value of
both multimodal skill content and evolution beyond
the initial summarization round.

Skill evolution outperforms raw memory reuse.
We compare MUSE with AMem, which retrieves
raw trajectories without selective admission, eval-
uating admission and skill abstraction jointly (Ap-
pendix Table 3). AMem matches or underperforms
Direct on three of four benchmarks, dropping 3.8%
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Figure 6: Continual skill evolution on M3COT.

on MathVerse. By admitting verified solutions and
abstracting them into skill profiles, MUSE sur-
passes AMem by 35.1% on MathVerse, 17.3 on
MMMU-Pro, and 7.0 on M3CoT. Beyond this joint
benefit, fully evolved skills outperform first-round
skills of similar length (Figure 5(a)), demonstrat-
ing the value of iterative refinement beyond initial
summarization.

Reliable skill reuse hinges on feedback quality
and visual grounding. We compare MUSE with
three evolution-feedback ablations: Reward-only
(numerical correctness signals), Outcome-only
(detailed feedback without numerical rewards),
and Noisy Feedback (feedback randomly sampled
from another instance). We further evaluate w/o
MM Desp., which omits multimodal descriptions
during retrieval. All four ablations consistently
degrade performance (Figure 5(b)), underscoring
that effective multimodal skill reuse is precision-
sensitive: it depends on reliable evolution signals
and faithful visual grounding.

4.6 Continual Skill Evolution Analysis

Continual evolution improves performance
across domain stages. We evaluate continual
skill evolution on a M3COT stream ordered Com-
monsense — Science — Mathematics, freezing the
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Figure 7: Example of an evolved multimodal skill profile in MUSE.

library at each stage boundary and disabling skill
saving during evaluation. Figure 6(a) compares No
Evolution, Freeze after Commonsense, and contin-
ual MUSE on each stage’s current domain. Con-
tinual MUSE achieves 84.5%, 82.5%, and 79.7%,
respectively. On Science and Mathematics, it out-
performs both No Evolution (76.4% and 73.7%)
and Freeze after Commonsense (80.2% and 76.6%).
These within-stage comparisons demonstrate the
benefit of continued evolution; cross-stage differ-
ences also reflect domain difficulty.

Scaling evolution examples improves domain ac-
curacy. We next vary the number of evolution
examples from 10 to 100 to measure how the skill
library scales under continual evolution. As shown
in Figure 6(b), Science accuracy rises from 87.2%
to0 96.5%, while Commonsense accuracy rises from
84.9% to 90.9%. Most of the gain appears when
moving from 10 to 20 examples, followed by stead-
ier improvements as the library grows. This trend
indicates that even a small evolved library can
capture transferable visual-reasoning procedures,
while additional examples mainly broaden skill
coverage and reuse.

4.7 What Does an Evolved Skill Look Like?

An evolved multimodal skill is not a past solution
trace, but a factorized profile (Figure 7). It decides
when the skill applies, retrieval descriptors make
it searchable, visual hints tell the solver what to
inspect, reasoning hints specify the procedure, and
verifier hints define what must be checked. This
decomposition turns one successful trajectory into
a reusable interface for later problems, providing a
compact alternative to storing complete demonstra-
tions; the retrieval controls in Appendix B further
test whether the guidance matches the current task.

A skill is useful only if it can be matched and
checked. Visual and verifier fields jointly act as a
type-checking mechanism. A bar-chart skill should
not fire on a pie chart: the retrieved procedure
may sound plausible, but its visual evidence and
verifier constraints no longer match the image. This
explains full MUSE’s high final-answer accuracy
(Figure 4(a)). Removing multimodal skill fields
can cause confident use of unsuitable skills.

A skill stores procedures, not answers. The rea-
soning field describes reusable operations (“read
the y-axis value at the labeled intersection”), ex-
cluding seed-specific answers (“42”). Profiles
guide current-image analysis without stored an-
swers. The agent must inspect the image and follow
the checking guidance before answering.

The skill explains the grounding ablations.
This factorization helps interpret the effect of vi-
sual guidance at both stages. Without images dur-
ing evolution, visual and verifier fields cannot en-
code what to look for; without multimodal skill
fields during reasoning, retrieved profiles cannot
be validated against the current visual input. These
support using image-conditioned guidance during
both construction and reuse.

5 Conclusion

We presented MUSE, which distills success-
ful multimodal trajectories into reusable, image-
conditioned perceptual-reasoning procedures, ad-
dressing limited retention of successful reason-
ing strategies across tasks. Extensive evaluations
across frontier LVLMs confirm that MUSE deci-
sively outperforms reflection and memory base-
lines, while diagnostic ablations demonstrate that
explicit visual grounding is essential to prevent
severe hallucinations and enable genuine cross-
episode competence accumulation.



Limitations

While MUSE demonstrates robust cross-episode
transfer, it has several limitations: (1) initializing
the skill library currently requires a small labeled
seed set to guarantee admission fidelity; (2) skill-
guided observation depends on the underlying back-
bone’s visual resolution and instruction-following
capability; and (3) scaling to open-ended lifelong
streams will require dynamic library consolidation
and pruning to manage evolving skill growth over
indefinite horizons.
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Appendix
A Experimental Protocol

A.1 Experimental Controls

Data splits. All backbones and compared meth-

ods share the same fixed random seed and data

splits within each benchmark. Each library uses 20

randomly sampled, labeled seed examples for evo-

lution. Benchmark-specific settings are as follows:

* MathVista (Lu et al., 2023): 20 examples from
the 1,000-example testmini split for evolution
and the remaining 980 for evaluation.

e M3CoT (Chen et al., 2024b): 20 validation ex-
amples for evolution and 1,300 test examples for
evaluation.

* MathVerse (Zhang et al., 2024): 20 seed ex-
amples and 200 disjoint evaluation examples per
version. We run the five aligned versions (Text
Dominant, Text Lite, Vision Intensive, Vision
Dominant, and Vision Only) separately to pre-
serve modality alignment.

¢ MMMU-Pro (Yue et al., 2024): 20 seed ex-
amples and 1,180 disjoint evaluation examples
under the standard four-option setting.

Leakage control. Seed and evaluation sets are
disjoint at the underlying problem level, including
across aligned MathVerse variants: no version of
an evaluation problem is used for seed construc-
tion. Each MathVerse version uses an indepen-
dently constructed library, frozen before evaluation.
Evaluation examples are excluded from all library
construction and refinement.

Evolution protocol. The main setting performs
20 offline evolution rounds on the 20-example seed
set while maintaining a 20-skill library. The first
round converts admitted seed trajectories into ini-
tial skill profiles; subsequent rounds refine them
through selective evolution and extraction using
seed experience and observation, reasoning, and
verification feedback. Reflection retries repair in-
dividual solve attempts and are separate from evo-
lution rounds. Full MUSE uses the library after
round 20, whereas w/o Evol. retains the first-round
profiles.

A.2 Baseline controls

All compared methods use the same backbone and
evaluation examples. Direct receives only the task
input with tool-call support. MUSE retrieves can-
didate profiles from its fixed 20-skill library and
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performs skill-guided solving and reuse gating as
shown in Figure 2. Skill construction and refine-
ment remain offline. Seed-derived skills and mem-
ories use the same 20 labeled randomly sampled
seed examples.

The w/o Evol. ablation uses the multimodal
skills summarized in the first round and dis-
ables subsequent skill evolution. On GPT-
5.4/MATHVERSE, it achieves 79.0%, compared
with 62.1% for Direct and 93.4% for full MUSE.
The 16.9-point difference from Direct reflects the
benefit of using first-round multimodal skills, while
the additional 14.4-point improvement compares
full evolution with retaining only those initial skills.
The first-round and fully evolved skill descriptions
have similar lengths, so this comparison also con-
trols approximately for the amount of skill text.
These contrasts distinguish first-round skill sum-
marization from subsequent skill evolution.

Self-Consistency and inference budgets. Self-
Consistency runs £ = 5 independent Direct-style
rollouts on the same task and image, without skills,
memories, or evaluation labels; normalized final
answers are combined by majority voting. Reflex-
ion instead adds one critique-and-revise step to an
initial Direct answer. MUSE performs retrieval,
guided solving, and reuse gating with a frozen li-
brary. These are distinct inference protocols: five
rollouts do not necessarily imply five model calls,
and the shared backbone and evaluation split do
not establish equal total inference cost. Offline re-
flection retries belong to library construction and
are not an online retry budget. The current report
does not specify Self-Consistency tie-breaking or
per-method model-call and token totals.

A.3 Evolution Quality Gate vs. Memory
Retrieval

Key Observation. AMem performs at or below Di-
rect on three of four benchmarks, with MathVerse
showing a striking -3.8pp drop. This indicates that
retrieval without evolution is insufficient or even
harmful: unfiltered memory can introduce mis-
matched procedures. The large AMem-to-MUSE
gains (+35pp MathVerse, +17pp MMMU-Pro) sup-
port selective admission and skill abstraction as a
combined evolution mechanism over raw retrieval;
this comparison does not isolate their individual
contributions.
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Setting Value / scope

Seed examples
Evolution rounds
Library size
Reflection retries
Self-Consistency

20 per constructed library

20 offline rounds

20 profiles

At most 2 per offline attempt
k = 5 independent rollouts

Reflexion One critique-and-revise step
Retrieval threshold T=4.5
Reuse threshold 0.64 if support > 2; 0.92 oth-

erwise

Separate 20-example M3CoT
validation subset

Skill contents and trust frozen
Mean over 3 library recon-
structions

Threshold selection

Evaluation state
Reported results

Table 2: Explicit settings reported for the evaluated
protocol. Retrieval top-K and Self-Consistency rollout
count k denote different quantities.

Table 3: MUSE’s gains over raw memory retrieval.
AMem retrieves raw trajectories without selective ad-
mission, while MUSE admits only verified, abstracted
skills. “MUSE - AMem (pp)” reports the accuracy dif-
ference in percentage points between MUSE and the
evaluated AMem baseline; it does not isolate the effect
of evolution.

Benchmark  Direct AMem MUSE MUSE - AMem (pp)
MathVista 78.98  79.29 (+0.31) 83.11 +3.82pp
MathVerse 62.10  58.30 (-3.80) 93.40 +35.10pp
MMMU-Pro 6390 63.81 (-0.09) 81.10 +17.29pp
M3CoT 85.08  84.42 (-0.66) 91.42 +7.00pp
Average 72.52  71.46 (-1.06) 87.26 +15.80pp

A.4 Evolution-Stage Skill Construction &
Evaluation

Skill construction and refinement are offline. The
main setting uses 20 offline evolution rounds on
20 randomly sampled labeled seed examples and
maintains a library of 20 skills. Full MUSE uses the
round-20 library; w/o Evol. retains the first-round
library. The library is independently rebuilt in each
of the three runs and frozen before evaluation. At
inference, the retrieval agent and skill solver agent
use the frozen library for retrieval, guided solving,
and reuse gating.

Skills are constructed only from seed experience
and frozen before evaluation. Evaluation labels are
used only for scoring after predictions; evaluation
instances cannot change skill contents or trust state.

The main setting contains 20 skills per separately
constructed set, including each MathVerse version.

Round-level inputs and outputs. Let S(*) de-
note the library after evolution round ¢, and let

E(jzn denote the seed trajectories admitted under



Equation 1 in that round. Each admitted trajec-
tory supplies the task description without the gold
answer, observations o;, reasoning summary r;, ver-
ifier feedback v;, and final prediction ;. The first
round abstracts this experience into S(). Later
rounds refine the current library using admitted
seed experience and its observation, reasoning, and
verification feedback. At the library level, the data
flow can be written as

S = Extract(ﬁ(;r)n),

S® = Refine(S¢ 1, 79y 2 << 20.

®)
Here, Extract invokes the skill extraction template
without an existing profile, while Refine invokes
that same template with the current profile and ad-
mitted independent seed experience. They describe
initial summarization and subsequent library refine-
ment through the selective-evolution and extrac-
tion process in Section 3; they are not additional
solver or verifier modules. The refinement output
remains a library of profiles with the same five
fields (¢;, hy, hl, h7, k;). Thus, iteration changes
the procedural guidance available for later tasks,
while preserving the skill representation and the
20-skill library size. Full MUSE deploys S(29);
w/o Evol. deploys S(1).

Round execution and writing boundary. For
each seed task, the observation pass produces o;,
the reasoning pass produces (r;, 3;), and the veri-
fier supplies v;. A verifier rejection can trigger at
most two reflection retries; follow-up visual ques-
tions are returned to the observation pass. After
the final attempt, Equation 1 is applied outside the
prompts. An admitted independent trace is passed
to the extraction template, together with the current
profile when refining; a rejected trace supplies no
new skill-writing evidence. The writer returns one
complete profile in the same JSON schema. Its
field changes express corrections to observation,
reasoning, applicability, or verification. These up-
dates modify the skill profile without introducing
additional rule-engine operations. A skill-guided
solve is checked under Equation 3 for offline reuse
support, and cannot be relabeled as independent
experience. Gold answers are not supplied to the
writer. Reflection retries update a solve attempt,
whereas extraction or refinement updates a skill
profile.

Trajectory admission and reuse qualification.
The two gates apply to different objects. Equa-
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tion 1 determines whether a seed solve trace can
supply experience for skill extraction: the solve
must be independent of existing skills, free of run-
time errors, and answer-correct. Equation 3 instead
qualifies skill reuse from the checking decision, an-
swer canonicalization, and confidence. During con-
struction, accepted reuse decisions contribute to the
trust state; at evaluation, gating uses the frozen trust
state. Neither operation turns a skill-guided trace
into an independently solved trajectory or overrides
the admission gate. Gold answers are used only for
the seed admission comparison, whereas the skill-
writing input contains the solver prediction and its
supporting experience. Reflection retries repair a
solve attempt before admission; an evolution round
updates the library. These are separate levels of
iteration.

Online retrieval and reuse gating. The retrieval
agent applies the scored interface C'(x;) in Equa-
tion 4 to the frozen library. It supplies retrieved
profiles to the skill solver agent, which checks ap-
plicability and uses their visual, reasoning, and
verifier hints. Reuse Gating applies Equation 3
to the skill-guided result. These are the inference
components shown in Figure 2 and described in
Section 3.3.

Deployment boundary. The final library and
trust state are frozen before any evaluation instance
is solved. Evaluation supplies neither refinement
experience nor trust updates. The online output is
the solver’s prediction, followed by answer extrac-
tion and normalization for scoring. The construc-
tion templates in Appendix C document seed solv-
ing and extraction, while the online retrieval and
reuse-gating description documents deployment.

A.5 Hyperparameters Selection

Retrieval threshold. The retrieval threshold
7=4.5 is selected on a held-out validation subset
of M3CoT (20 examples disjoint from both evolu-
tion and evaluation splits) and then fixed across all
benchmarks. No evaluation-set labels are used for
threshold tuning. At evaluation, the retrieval agent
applies this fixed threshold to candidate selection
as described in Section 3.3.

Trust-dependent confidence threshold. The
confidence threshold 6(trust;) uses an explicit two-
stage scheme: skills with > 2 previous offline reuse
decisions accepted by the label-free gate in Equa-
tion 3 use #=0.64; lower-support skills use 6=0.92.



These counts measure gate acceptance, not gold-
label correctness. The thresholds are set on the
same M3CoT validation subset.

A.6 Ablation Condition Definitions

The w/o Evol. condition retains the multimodal
skills produced by the first round of skill summa-
rization and disables all subsequent skill evolution.
This condition uses profiles generated during the
initial summarization round. In contrast, w/o MM
retains text skills but removes multimodal skill in-
formation. The two conditions therefore test differ-
ent ingredients: evolution beyond first-round sum-
marization and multimodal skill content, respec-
tively. The w/o multimodal skill condition retains
text skills for retrieval and reuse but removes mul-
timodal descriptions from the skill profiles. This
means the model can still access the image, but
it cannot utilize the multimodal information in its
skill-processing process. This is not a no-skill base-
line. The detailed removal prompt for this ablation
is:

Ablation: Remove all multimodal information from the skill profile.

You are given a multimodal skill profile that contains visual hints,
reasoning hints, verifier hints, and retrieval descriptors. You are asked
to remove all visual hints and any other multimodal information from
the skill profile while preserving the reasoning hints, verifier hints, and
retrieval descriptors. The resulting skill profile should be text-only and
should not contain any references to visual information or multimodal
content.

A.7 Reuse diagnostics.

To make skill reuse auditable, we log a per-instance
diagnostic trace.

Retrieval and reuse trace. The diagnostic trace
covers retrieved candidates, retrieval scores, se-
lected profiles, and reuse-gating outcomes.

Reuse qualification. Reuse Gating uses the qual-
ification rule in Equation 3 to check skill-guided
results without evaluation labels.

Trust state. Trust is accumulated during offline
evolution and frozen with the skills before evalua-
tion. Inference uses retrieval, skill-guided solving,
and reuse gating with this frozen state.

Metric scope. Offline reuse frequency is the frac-
tion of offline reuse opportunities accepted by
Equation 3. Evaluation reuse accuracy is the pro-
portion of correct final answers within the eval-
uation skill-use subset; overall accuracy uses all
evaluation instances. Online coverage would be the
fraction of evaluation instances accepting a skill
result. It is distinct from offline reuse frequency
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Table 4: Skill reuse diagnostics per backbone and bench-
mark. Here, reuse frequency is the skill reuse rate dur-
ing evolution; reuse accuracy is final-answer accuracy
within the skill-use subset. Reuse%: reuse frequency.
Reuse Acc.: reuse accuracy.

Backbone Benchmark Reuse% Reuse Acc.
GPT-5.4 MathVista 31.3% 93.8%
GPT-5.4 M3CoT 99.8% 91.6%
GPT-54 MathVerse 100.0% 93.4%
GPT-5.4 MMMU-Pro  99.2% 81.6%
GPT-5.4-mini MathVista 24.9% 93.0%
GPT-5.4-mini M3CoT 97.7% 87.7%
GPT-5.4-mini MathVerse 99.5% 86.9%
GPT-5.4-mini MMMU-Pro  97.7% 73.5%
Gemini-3-Flash MathVista 21.0% 97.9%
Gemini-3-Flash M3CoT 80.0% 98.9%
Gemini-3-Flash MathVerse 60.7% 100.0%
Gemini-3-Flash MMMU-Pro  53.9% 96.7%
Claude-Sonnet-4.6  MathVista 40.1% 98.6%
Claude-Sonnet-4.6  M3CoT 44.8% 95.0%
Claude-Sonnet-4.6  MathVerse 92.4% 94.6%
Claude-Sonnet-4.6 MMMU-Pro  93.5% 95.0%
GLM-4.6-V MathVista 29.8% 95.3%
GLM-4.6-V M3CoT 80.8% 88.1%
GLM-4.6-V MathVerse 73.4% 92.1%
GLM-4.6-V MMMU-Pro  67.8% 76.2%

and is not inferred from the reported offline percent-
ages. Trajectory admission under Equation 1 is a
separate statistic and is not called reuse frequency.

Outcomes and summaries. Here, reuse fre-
quency is the skill reuse rate during evolution; reuse
accuracy is final-answer accuracy within the skill-
use subset. Reuse% and Reuse Acc. denote reuse
frequency and reuse accuracy, respectively. Table 4
reports these diagnostics.

A high reuse frequency does not imply a large
skill set: the same skill can guide many instances.
GPT-5.4 has skill reuse rates of 99.8%, 100.0%,
and 99.2% on M3CoT, MathVerse, and MMMU-
Pro, respectively. The main setting uses 20 fixed
skills.

B Split and Leakage Diagnostics

These diagnostics test two alternative explanations
for the main gains. First, the primary randomly
sampled seed split might be unusually favorable.
Table 5 therefore reruns GPT-5.4-mini with three
additional random 20-example seed splits while
keeping the same frozen-library evaluation proto-
col. Results remain within 1.70 percentage points
of the primary split on every benchmark, support-
ing robustness to the choice of seed examples.



Table 5: Multi-split robustness check for GPT-5.4-mini.
The primary split and three additional random splits
each use 20 labeled randomly sampled seed examples
and the same frozen-library evaluation protocol.

Benchmark Primary split Random-1 Random-2 Random-3

MathVista 73.98 73.10 74.35 72.85
M3CoT 86.83 85.90 87.25 86.10
MathVerse 86.50 84.80 85.70 86.20
MMMU-Pro 72.20 70.95 72.85 71.60

Table 6: Order and leakage-control diagnostics on GPT-
5.4-mini. Controls preserve the same solver and infer-
ence budget while perturbing only the skill library or
retrieval signal.

Condition MathVista M3CoT MathVerse MMMU-Pro
Direct 71.94 77.83 58.20 5229
MUSE primary split 73.98 86.83 86.50 72.20
MUSE additional random split 73.10 85.90 84.80 70.95
Shuffled skill assignment 70.85 76.40 59.10 51.70
‘Wrong-domain skill library 71.30 77.20 60.45 52.10
Metadata-only retrieval 72.05 80.30 67.90 56.20

Second, retrieved skills might reproduce infor-
mation from previously solved examples. Table 6
perturbs only the library or retrieval signal while
preserving the solver and inference budget. Shuf-
fling skill assignments and using wrong-domain
libraries collapse performance back toward Direct,
while metadata-only retrieval keeps only a smaller
fraction of the gain. These controls support the im-
portance of matching the retrieved visual-reasoning
guidance to the current task while holding the
solver and inference budget fixed. Skill reuse fol-
lows the retrieval and gating process in Figure 2.

C Prompt Templates

The observation, reasoning, verifier, extrac-
tion/refinement, and retry templates below docu-
ment offline evolution. Extraction and refinement
share a schema; refinement additionally receives
the current profile. At evaluation, the retrieval
agent supplies frozen skill profiles to the skill solver
agent for guided solving and reuse gating.

Multimodal Reasoning Solver: observation pass.
This prompt instantiates the structured visual-
observation part of the Multimodal Reasoning
Solver in Section 3.2.1. It produces the observa-
tion component o; of the trajectory by extracting
image-grounded evidence only; it is explicitly for-
bidden from solving the task. The observation stage
records explicit visual evidence before answer gen-
eration.
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Multimodal Reasoning Solver: observation pass

You are the multimodal_reasoning_solver
running its observation pass for a multimodal
reasoning pipeline. Look at the image and

extract only grounded visual evidence. Return
JSON only with keys: scene_type,
observation_strategy, visual_facts,
uncertainties, focus_answers. Rules: select

an observation strategy appropriate to the
visual content, such as OCR extraction, object
detection, diagram parsing, chart-axis reading,
or spatial-relation analysis. Prefer explicit
visible text, numbers, labels, flags, logos,
jersey names/numbers, podium seals, event
branding, charts, and object counts. For
public figures, do not rely on face
recognition alone; mention identity hypotheses
only when supported by visible text or strong
non-facial contextual clues in the image. For
age questions, provide only coarse age ranges
with clear uncertainty if exact ages are not
visible. TIf a focus question cannot be
answered from the image, say so explicitly.

Do not solve the problem or provide a final
answer/choice in the visual stage. The answer
field in focus_answers must be null. Put only
visible observations in
visual_facts/supporting_clues; do not perform
algebra, geometry solving, or pattern
completion. Each focus_answers item should
contain: question, answer, confidence,
evidence_type, visual_observations,
supporting_clues, person_age_ranges,
relative_order.

Multimodal Reasoning Solver: reasoning pass.
This prompt implements the reasoning part of the
Multimodal Reasoning Solver. It consumes the task
and structured observations o;, produces reasoning
summary 7; and candidate prediction g;, and can
request additional visual checks when the evidence
is insufficient. Its output fields correspond to the
trajectory fields used by the skill evolver.

Multimodal R

You are the multimodal_reasoning_solver
running its reasoning pass for a multimodal QA
pipeline. You receive a task, structured
visual evidence, optional answer choices, and
optionally retrieved skill profiles. Return
JSON only with keys: reasoning_steps,
candidate_answer, answer_confidence,
needs_visual_recheck, focus_questions,
normalization_notes. Be concise and canonical.
Treat retrieved skills only as procedural
guidance about what to inspect, how to reason,
and how to verify; never copy an evolution
answer or use a skill unless it matches the
current image. For integer/float questions,
candidate_answer should be a scalar or null.
If evidence is insufficient, set
candidate_answer=null and ask targeted
focus_questions. Treat focus_answers from the
observation pass as observations only, not as
proposed answers. If your reasoning derives a
value or option, candidate_answer must exactly
match that derivation.

g Solver: r g pass

Multimodal Reasoning Verifier. This prompt
implements the Multimodal Reasoning Verifier de-
scribed in Section 3.2.1 during offline evolution.
The construction verifier checks seed trajectories;
Equation 3 also defines the inference-stage reuse
gate. It independently re-examines the current im-
age and checks grounding, internal consistency,



and answer format. Canonicalization itself is per-
formed by the scorer outside the prompt.

Multimodal Reasoning Verifier

You are the multimodal_reasoning_verifier.

You receive the current image, task,
structured visual evidence, reasoning steps,
optional retrieved skill guidance, and a
candidate answer. Independently re-examine
the current image and decide whether the
candidate answer is grounded enough to accept.
Return JSON only with keys: decision, issues,
revised_answer, follow_up_visual_questions,
confidence. The decision must be one of
accept, reject, or recheck. Rules: accept
only when the candidate answer is consistent
with the visible evidence, the reasoning steps,
and the expected answer format. If
reasoning_steps derive one value/choice but
candidate_answer is different, set
decision='reject’ and put the derived value in
revised_answer for a solver retry; do not
accept it directly. If evidence is
insufficient, set decision=’recheck’ with
targeted follow_up_visual_ questions. Do not
accept answers justified by contradictory
language such as ’therefore X’ followed by an
unsupported ’'however Y’.

Multimodal Skill Extraction Agent. This
prompt implements the Multimodal Skill Extraction
Agent in Section 3. It receives the admitted evolu-
tion trajectory fields described there and, for refine-
ment, the current profile, including the task descrip-
tion without the gold answer, visual observations,
reasoning summary, verifier feedback, and final
prediction, and distills a reusable profile with ap-
plicability, visual, reasoning, verifier, and retrieval
fields. The prompt prohibits instance-specific an-
swer copying: the skill guides reasoning over the
current image without storing solved examples.
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Multimodal Skill Extraction Agent

You are the multimodal_skill_extraction_agent,
a reusable skill-profile writer for a
multimodal reasoning system. You will read an
admitted solve trace containing the task
description without the gold answer, visual

observations, reasoning summary, verifier
feedback, and final prediction. You may also
receive a current skill profile. If no

current profile is supplied, produce one
initial reusable multimodal skill profile.
Otherwise, return one revised profile in the
same schema: retain useful guidance, revise
fields supported by the admitted trace and its
verifier feedback, and incorporate
transferable corrective checks from successful
reflection retries. Do not use a skill-guided
or rejected trace as independent writing
evidence. Do not add task conditions or
checks unsupported by the provided experience.
Your goal is to summarize transferable
experience, not to memorize the sample.

Return JSON only with keys: applicability,
visual_hint, reasoning_hint, verifier_hint,

keywords, retrieval_text_bge,
retrieval_text_clip, confidence. The
applicability, wvisual, reasoning, and verifier

hints should each be one to two concise
sentences. Describe the reusable procedure
and incorporate transferable corrective checks
from reflection into the same skill text. Do
not include the sample’s final answer verbatim.
Do not memorize sample-specific names, dates,
exact measurements, or unique labels unless
they are clearly reusable category cues.

Prefer category-level strategies such as when
the skill applies, what visual evidence
matters, how to structure the reasoning,
how to verify the final answer form.

and

Multimodal Reasoning Solver: reflection retry
pass. This prompt corresponds to the bounded
evolution-stage retry described under selective evo-
lution: when an evolution attempt fails without
a runtime error, the solver receives the verifier’s
rejection reason and re-attempts reasoning. The
same retry-pass template can be invoked for up to
two turns, matching the Method section. It does
not create a saved skill directly; only if the retried
trajectory passes the admission gate can its trans-
ferable corrective guidance be incorporated into a
skill.

Multimodal Reasoning Solver: reflection retry pass

You are the multimodal_reasoning_solver
running an evolution-stage reflection retry.
You receive a failed evolution-stage trace and
the verifier’s rejection reason, then
re-attempt the solve. Return JSON only with
keys: retry_reasoning_steps, candidate_answer,
answer_confidence, needs_visual_recheck,
focus_questions, normalization_notes. Use the
verifier’s rejection reason to decide what
visual evidence to re-check and what reasoning
error to avoid. Do not create or save a skill.
Do not use or infer the gold answer. Do not
memorize sample-specific names, dates, exact
measurements, or unique labels unless they are
visible evidence needed for the current solve.

Online skill retrieval and guidance. At evalu-
ation, the retrieval agent uses the current task to
retrieve candidate profiles from the frozen library.
The skill solver agent checks applicability against



Table 7: M3CoT accuracy (%) for open-source LVLMs.

Method InternVL Qwen3-VL
Direct 54.42 59.92
Self-Consistency 54.00 65.08
Reflexion 45.83 54.33
AMem 52.33 61.25
MUSE 65.17 67.92

the current image and question, uses the retrieved
visual, reasoning, and verifier hints, and performs
reuse gating under Equation 3. Answer extraction
and normalization follow the resulting prediction,
as shown in Figure 2.

Self-Consistency aggregation. The baseline
uses the Direct task input for each of its £k = 5
independent rollouts. Answer extraction and nor-
malization precede majority voting, so equivalent
answer forms count together. The aggregation is
external to the solver prompt; it introduces no skill-
extraction, refinement, or reuse-gating prompt.

Direct evaluation input. Direct receives the task
with tool-call support. MUSE uses retrieved frozen
skills through the inference process in Figure 2.
Neither receives evaluation labels.

Reflection baseline. This prompt implements the
Reflexion baseline in Section 4.1. It critiques and
revises only the Direct answer, with no access to the
evolution skill library, AMem memories, generated
profiles, or gold labels. Because the baseline has no
access to the skill library, this comparison isolates
self-reflection.

Reflection baseline

You are a reflection baseline for a multimodal
QA model. You receive the original image,
task, answer choices when available, and the
model’s initial direct answer. Critique only
that answer using the current image, then
either keep it or revise it. Do not use
external memory, generated skills, tools, or
hidden gold labels. Return JSON only with
keys: critique, revised_answer, confidence.

D Open-Source Model Analysis

Table 7 reports the M3CoT results corresponding
to Figure 3. MUSE improves InternVL3.5-8B
by 10.75% and Qwen3-VL-8B-Thinking by 8.00%
over Direct, achieving the highest accuracy among
the compared methods for both models. This fo-
cused evaluation extends the evidence for skill
reuse to open-source 8B backbones.
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Table 8: Accuracy (%) at the Science and Mathematics
stages. Each row evaluates the domain of the current
evolution stage. Freeze denotes the skill library frozen
after Commonsense evolution.

Evaluation domain  No Evolution Freeze = MUSE
Science 76.4 80.2 82.5
Mathematics 73.7 76.6 79.7

E Additional Analysis and Discussion

Cross-domain stage comparison. Figure 6(a)
evaluates Commonsense, Science, and Mathemat-
ics at their respective stages of the evolution se-
quence. The evaluation domain therefore changes
with the stage. Continual MUSE scores 84.5%,
82.5%, and 79.7%, respectively. Table 8§ summa-
rizes the same stage-wise comparison. At the Sci-
ence and Mathematics stages, continual evolution
improves over both No Evolution and the library
frozen after Commonsense. Between-stage score
changes also reflect differences in domain difficulty
and do not measure forgetting on a fixed earlier-
domain test set. Figure 6(b) separately varies evo-
lution size.

Construction and inference cost.  Skill construc-
tion is an offline operation with an average reported
cost of $32.6 on GPT-5.4. At evaluation, the frozen
library supports retrieval, skill-guided solving, and
reuse gating. These inference operations are dis-
tinct from offline construction; their overhead can-
not be inferred from the construction cost or the
number of stored skills. On GPT-5.4 and Math-
Vista, overall accuracy is 83.11%, compared with
78.98% for Direct; reuse accuracy is 93.8%, the
final-answer accuracy within the skill-use subset.

Repeated construction. Each of the three runs
independently reconstructs the skill library before
evaluation; the main table reports mean accuracy
across these runs. The reported run-to-run variation
is approximately +3%. This aggregate variation
is not a per-cell standard deviation or confidence
interval.
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